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Recap: Language Models over Time

ÅSimple n-gram models followed by shallow neural methods 
and RNNs

ÅThe Transformer architecture started the age of pre-trained 
language models
ïLarge-scale Pre-training followed by task-specific fine-tuning

Č Transfer Learning

3
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Recap: Pre-training Decoder-only
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Recap: Pre-train/Fine-tune Paradigm 
of PLMs

Å The pre-training stage lets language models learn generic 
representations and knowledge from largecorpora, but they are 
not fine-tuned on any form of user tasks.

Å To adapt language models to a specific downstream task, use 
comparably small task-specific datasets for fine-tuning

Č Transfer knowledge from pre-training, show the model what we want the 
output to look like and subsequently perform well on one task

5



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

Outline

ÅRecap: Pre-training Language Models

ÅScaling up and Emergent Abilities of LLMs

ÅPost-Training
ï Instruction Tuning

ïReinforcement Learning from Human Feedback

ÅEfficient Adaptation
ïAdapter-based Tuning

ïLoRa & QLoRa

6



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

Scaling up Language Models

ÅScaling in three dimensions has been shown to strongly 
increase task solving capability and generalization
ïModel size in terms of parameters

ï Increasing pre-training data

ïAvailable training compute

7

Brown, T., Mann, B., Ryder, N., et al. 2020. Language Models are Few-Shot Learners. Advances 

in Neural Information Processing Systems, 33, pp.1877-1901.
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Language Modelingґ {ƻƭǾƛƴƎ ¢ŀǎƪǎ

ÅLanguage modellingwith next token predictiondoes not 
make the model a competent task solver

ÅHow to adapt to correctly solving tasks?

8

Ouyang, L et al., 2022. Training Language Models to follow Instructions with Human Feedback. Advances in Neural Information 

Processing Systems, 35, pp.27730-27744.
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Missing Alignment

ÅPre-trained language models are not aligned

ÅObjective mismatch
ïPre-training is to predict the next word in a sentence

ïDoes not involve understanding human intent/values

ÅTraining data bias
ïText from the internet can contain biased, harmful or misleading 

information

ï[aǎ ŘƻƴΩǘ ŘƛǎǘƛƴƎǳƛǎƘ ōŜǘǿŜŜƴ ƎƻƻŘ ŀƴŘ ōŀŘ behaviorin training 
data

Å (Over-)generalization issues
ïLMs generalization can lead to outputs that are inappropriate in 

specific contexts

ïMight not align with intended ethics/honesty standard

9



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

Emergent Abilities of LLMs

Åά!ōƛƭƛǘƛŜǎ ǘƘŀǘ ŀǊŜ ƴƻǘ ǇǊŜǎŜƴǘ ƛƴ ǎƳŀƭƭ ƳƻŘŜƭǎ ōǳǘ ŀǊƛǎŜ ƛƴ 
ƭŀǊƎŜ ƳƻŘŜƭǎέ

ÅThree typical emergent abilities:
ï In-context learning: After providing the LLM with one or several 

task demonstrations in the prompt, it can generate the expected 
output (next week)

ï Instruction following: Fine-tuning the model with instructions for 
various tasks at once, leads to strong performance on unseen tasks 
(instruction tuning -> our focus today)

ïStep-by-step reasoning: LLMs can perform complex tasks by 
breaking down a problem into smaller steps. The chain-of-thought 
prompting mechanism is a popular example (next week)

10

J. Weiet al.Σ ά9ƳŜǊƎŜƴǘ Abilitiesof LargeLanguageModelsΣέ CoRR, vol. abs/2206.07682, 2022
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Emergent Abilities of LLMs

11

J. Weiet al.Σ ά9ƳŜǊƎŜƴǘ Abilitiesof LargeLanguageModelsΣέ CoRR, vol. abs/2206.07682, 2022

ÅEmergent abilities can lead to sudden leaps in performance 
on various tasks
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GeneralLLMTraining Procedure

Post-Training

12

Our Focus in this course (today!)
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GeneralLLMTraining Procedure

13

aƻŘŜƭ ǿƛǘƘ άōŀǎƛŎ ƪƴƻǿƭŜŘƎŜέ 
about language, code, etc.

Model tuned for 
following instructions

Model aligned with 
(human) preferences
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Overview: The Post-training Stack

Å Instruction-Tuning(supervised fine-tuning)
ïCurated instruction data (high quality question and answer pairs)

ÅRL from Human Feedback: optimize for human preference 
signals (style, helpfulness, safety)
ïPreference data: pairs of responses annotated by 

style/safety/helpfulness

ÅRL from Verifiable Rewards: optimize for math reasoning, 
code generation, tool use (covered in lecture in two weeks)
ïMath/code/tool use tasks with potentially various solutions but 

automatically verifiable result

ÅThese stages are complimentary and can be mixed!

14
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Instruction Tuning

16
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Recall: Fine-tuning of PLMs

17
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Instruction Tuning

ÅLeverage emergent ability of the models

Å Incorporate instructions into the fine-tuning procedure by 
ǇǊŜǇŜƴŘƛƴƎ ŀ άŘŜǎŎǊƛǇǘƛƻƴέ ƻŦ each task to be carried out

Č Fine-tune pre-trained LMs to map instructionsto their 
corresponding responses.

Å

18
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Instruction Tuning

19
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Instruction Tuning

ÅFine-tune on many tasks at once

ÅTeaches language model to follow different natural 
language instructions, so that it can perform well on 
downstream tasks and even generalizeto unseen tasks

20
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Instruction Tuning: Adding Diversity

Å¢ƘŜǊŜ ƛǎ ŀ ƎŀǇ ōŜǘǿŜŜƴ b[t ǘŀǎƪǎ ŀƴŘ ǳǎŜǊ ƴŜŜŘǎΧ

ÅMore diversity needs to be added to the data...

21
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Adding Diversity via Task Prompts

ÅExample Task: Summarization

ÅCreate diversity from the same examplevia prompt 
variations

22
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T0 ςAn Instruction-tuned LLM

23

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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T0 Training Sets

Å Collected from multiple public NLP datasets and variety of tasks

24

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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Training Mixtures and Unseen Sets

ÅTraining Mixtures:
ïQuestion answering, structure-to-text, summarization

ïSentiment analysis, topic classification, paraphrase identification

ÅUnseen test set:
ïSentence completion, BIG-Bench

ïNatural language inference, coreference resolution, word sense 
disambiguation

ÅT0 is trained using the T5 transformer (11B model)

25

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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Task Adaptation with Prompt Templates

Å Instead of directly using input/output pairs, specific 
instructions are added to explain each task

ÅThe outputs are natural language tokens instead of class 
labels

26

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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Performance on Unseen Tasks

ÅFor T5 and T0, each dot represents one evaluation prompt

27

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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Effect of Prompt Variations

Å Increasing the number of paraphrasing prompts generally 
leads to better performance

28

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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Effects of More Training Datasets

ÅAdding more datasets consistently leads to higher median 
performance

29

Sanh, V. et al., Multitask Prompted Training Enables Zero-Shot Task Generalization. 

In International Conference on Learning Representations.
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The Effect of Instruction Tuning

30
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Instruction Tuning: Data Collection

Where to get data for instruction tuning?

ÅPublic NLP datasets (see T0 example above)

ÅCrowdsourcing data from human annotators

ÅGenerating data with LLMs

ÅMix of the above

31

Zhou, C., et al., 2024. Lima: Less is More for Alignment. Advances in Neural Information Processing Systems, 36.

Wang, Y., et al., 2023. How Far Can Camels Go? Exploring the State of Instruction Tuning on Open 

Resources. Advances in Neural Information Processing Systems, 36, pp.74764-74786.

Mishra, S. et al., 2022, May. Cross-Task Generalization via Natural Language Crowdsourcing Instructions. In Proceedings of the 

60th Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers) (pp. 3470-3487).
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Instruction Tuning: Limitations

ÅDifficult to collect diverse data

ÅResulting models may not be good at open-ended 
generation tasks
ïWord-by-word learning is incentivized => the resulting LMs 

generality/creativityis bounded by that of their supervision data

ÅResulting models may hallucinatemore regularly
ïLabeleddata is collected agnostic to the LMs knowledge

ïThere may be a mismatch between labelled data and LM knowledge

Č This may encourage further hallucinations in downstream tasks

32
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Summary: Instruction Tuning

Å Instruction tuning enables language models to follow novel
user instructions that are not seen during fine-tuning
ČThis is what users want!

Å Instruction-tuned models perform well on many tasks not 
just a single one as with task-specific fine-tuning

ÅLimitations:
ïData collection is expensive, especially for complex tasks (quality 

and diversity control are necessary)

ïMany tasks do not have a single acceptable output (format) but 
many can be considered correct

ï Instruction tuning does not directly model human preferences

33
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! DƭƛƳǇǎŜ ƛƴǘƻ ǘƘŜ CǳǘǳǊŜΧ

Å Instruction tuning today also 
usually incorporates some 
ŦƻǊƳ ƻŦ ǘŜŀŎƘƛƴƎ άtool useέ 
to the LLMs
ïToolformeris one of the first 

papers presenting an 
instruction tuning dataset 
specifically for tool use

ïWe will learn more about tool 
using LLMs (and agents) in the 
lecture in two weeks!

34

Schick, T., et al., 2024. Toolformer: Language models can teach themselves to use tools. Advances in Neural 

Information Processing Systems, 36.



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

Outline

ÅRecap: Pre-training Language Models

ÅScaling up and Emergent Abilities of LLMs

ÅPost-Training
ï Instruction Tuning

ïReinforcement Learning from Human Feedback

ÅEfficient Adaptation
ïAdapter-based Tuning

ïLoRa & QLoRa

35



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

RL from (Human) Feedback

36
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The Problem of Supervised Fine-tuning

ÅThere is still a misalignment between the ML objective ς
maximizing the likelihood of a specific piece of human-
written text ςand what humans actually want ςgeneration 
of high-quality outputs as determined by humans

Å In this example, the output is not what the user wants and 
may actually feel hurtful

37
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The Problem of Supervised Fine-tuning

ÅLanguage models go through another phase of learning,  
where they learn how to present information to users and 
align to human preferences, e.g.:
ïHelpfulness

ïHonesty

ïHarmlessness

ÅDo you see a problem with these preferences?

38
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Preference Tuning

Å²Ŝ ƴŜŜŘ ŀ ǿŀȅ ǘƻ άǘǊŀƛƴέ ǘƘŜ ƳƻŘŜƭ ǘƻ ƎŜƴŜǊŀǘŜ ƘŜƭǇŦǳƭΣ 
honest and harmless (HHH) answers

ÅFor this, we need examples

Å Idea: Collect preference pairs and train the model on them

ÅQuestion: Why preference pairs? Why not fine-tune on 
HHH question-answer pairs like in instruction tuning?

39
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Preference Tuning

ÅLLM provides two 
options for next response

ÅHuman rates better 
response

ÅScoring:
ïLikert Scale

ïRanking

ÅA lot of work to do for 
ƘǳƳŀƴǎ ŀǘ ǎŎŀƭŜΧ

ÅCan we (partly) automate 
this?

40
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RLHF: Intuition

ÅActions: generating tokens/responses

ÅRewards: wether humans liked the generation

ÅObservations: conversation with human

41
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RLHF: Intuition

ÅAn agent interacts with an environment by taking actions

ÅThe environment returns a reward for the action and a new 
state

ÅAgent uses a policy function to choose an action at a given 
state

ÅWe need to figure out: (1) reward function and (2) the 
policy function

42
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Preference Tuning with RLHF

Å Imagine a reward function for any output s to a prompt

ÅThe reward is higher when humans prefer the output

ÅGood generation is equivalent to finding reward-maximizing 
outputs:

ÅWhat we need to do:
ïEstimate the reward function

ïFind the best generative model that maximizes the expected reward

43
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Step 1: Estimating the Reward

44
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Step 2: Optimizing the Policy Function

ÅPolicy function: The model that makes decisions (here: 
generates responses)

ÅHow do we change our LM parameters to maximize this?

45
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Policy Gradient

ÅHow do we change our LM parameters to maximize this?

Å[ŜǘΩǎ ǘǊȅ ŘƻƛƴƎ ƎǊŀŘƛŜƴǘ ŀǎŎŜƴǘΗ

ÅWith a bit of math, this can be approximated as Monte 
Carlo samples from

ÅThis is policy gradient, an approach for estimating and 
optimizing this objective

46

Williams, R.J., 1992. Simple statistical gradient-following algorithms for 

connectionist reinforcement learning. Machine learning, 8(3), pp.229-256.
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Policy Gradient

ÅThis gives us the following update rule:

47
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Putting it Together

ÅFirst collect a dataset of human preferences
ïPresent multiple outputs to human annotators and ask them to 

rank the output based on preferability

48
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Putting it Together

ÅUsing this data, we can train a reward model
ïThe reward model returns a scalar reward which should numerically 

represent the human preference.

49
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Putting it Together

ÅWe want to learn a policy (a Language Model) that 
optimizes against the reward model

50
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Putting it Together

ÅPeriodically train the reward model with more samples and 
human feedback

51
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One Missing Ingredient

ÅTurns out that this approach does not quite work. (Any 
guesses why?)

52
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One Missing Ingredient

ÅTurns out that this approach does not quite work.
ï¢ƘŜ ǇƻƭƛŎȅ ǿƛƭƭ ƭŜŀǊƴ ǘƻ άŎƘŜŀǘέΦ

53
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One Missing Ingredient

ÅWill learn to produce an output that would get highreward 
but is gibberishor irrelevantto prompt.

54
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Regularizing with Pre-trained Model

ÅSolution: add a penalty term that penalizes too much 
deviations from the distribution of the pre-trained LM

ÅThis prevents the policy model from diverging too far from 
pre-trained model

Å¢ƘŜ ǇǊŜǎŜƴǘŜŘ ƳŜǘƘƻŘ ƛǎ ǎƛƳƛƭŀǊ ǘƻ άtthέΥ tǊƻȄƛƳŀƭ tƻƭƛŎȅ 
Optimization, one of the main RLHF policies

55
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Comparison with Baselines

ÅRLHF models are more preferred by human labelers

56

Ouyang, L., Wu, J., Jiang, X., et al. 2022. Training Language Models to follow Instructions with Human Feedback. Advances 
in Neural Information Processing Systems, 35, pp.27730-27744.
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Evaluations on Different Aspects

57

Ouyang, L., Wu, J., Jiang, X., et al. 2022. Training Language Models to follow Instructions with Human Feedback. Advances 
in Neural Information Processing Systems, 35, pp.27730-27744.
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The Effect of RLHF

58



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

Limitations of PPO Methods

ÅNeed to train multiple models

ÅNeeds sampling from Language model during fine-tuning

ÅComplicated reinforcement learning training process

Å Is it possible to directly train a language model from human 
preference annotations?

59
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Direct Preference Optimization

ÅRemoves the iterative 
reinforcement learning 
process by directly tuning 
the model on human 
preferences

ÅDPO eliminates the need to
ï train a reward model

ïsample from the LM during 
fine-tuning

ïperform large hyperparameter 
search

60
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DPO versus Baselines

Å DPO provides higher expected reward compared to PPO (left)

Å Higher win-rate compared to human-written summarizations, evaluated 
by GPT4 (right)

61

Rafailov, R., Sharma, A., Mitchell, E., et al., 2023. Direct Preference Optimization: Your Language Model is 

Secretly a Reward Model. Advances in Neural Information Processing Systems, 36, pp.53728-53741.
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Comparison between PPO and DPO

ÅProximal policy optimization
ïComplex reinforcement learning

ï Iterative process

ïCan handle more informative 
human feedback (e.g. numerical 
ratings)

ÅDirect preference optimization
ïSimpler fine-tuning process by 

directly fitting reward model

ïCheaper and more stable 
training

ïCan only handle binary signals

62
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What do people actually use?

63

Source

https://self-supervised.cs.jhu.edu/fa2025/
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Additional RLHF Methods

ÅMany more variants exist today...

64

Srivastava, S.S. and Aggarwal, V., 2025. A Technical Survey of Reinforcement Learning Techniques 

for Large Language Models. arXiv preprint arXiv:2507.04136.
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Open Issues with RLHF

ÅThere remain challenges within each of the three steps
ïHuman feedback

ïReward model

ïPolicy

65

Casper, S., et al., 2023. Open Problems and Fundamental Limitations of Reinforcement Learning 

from Human Feedback. Transactions on Machine Learning Research.
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Challenges: Human Feedback

ÅBiases of human evaluators
ïStudies found that ChatGPT became politically biased after RLHF

ÅGood oversight is difficult
ïEvaluators are paid per example and may make mistakes given 

time constraints

ïPoor feedback when evaluating difficult tasks

ÅData Quality
ïCost/Quality tradeoff

ÅTradeoff between richness and efficiency of feedback types
ïComparison-based feedback, scalar feedback, correction feedback, 
ƭŀƴƎǳŀƎŜ ŦŜŜŘōŀŎƪΣ Χ

66
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Challenges: Reward Model

ÅA single reward model cannot represent a diverse society of 
humans

ÅReward misgeneralization: reward model may fit with 
human preference data due to unexpected features

ÅEvaluation of reward model is difficult and expensive

67
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Challenges: Policy

ÅRobust reinforcement learning is difficult
ïBalance between exploring new actions and exploiting known 

rewards

ïChallenge increases in high-dimensional or sparse reward settings

ÅPolicy misgeneralization: training and deployment 
environments are different

68



University of Mannheim | IE685 LLMs and Agents | Post-Training and Efficient Adaptation| Version 23.02.2026

Data and Web Science Group

Summary: RLHF

ÅReinforcement Learning from Human Feedback allows to 
directly model human preferences and generalize beyond 
the labelled data

ÅReinforcement Learning from Human Feedback can improve 
on doing only instruction-tuning

ÅTricky to get right

Åά!ƭƛƎƴƳŜƴǘ ¢ŀȄέΥ ǇŜǊŦƻǊƳŀƴŎŜ ƻƴ ǘŀǎƪǎ Ƴŀȅ ǎǳŦŦŜǊ ƛƴ ŦŀǾƻǳǊ 
of modellingoutputs to human preference
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Summary: RLHF

ÅHuman preferences are unreliable!
ïάwŜǿŀǊŘ ƘŀŎƪƛƴƎέ ƛǎ ŎƻƳƳƻƴ ǇǊƻōƭŜƳ ƛƴ w[

ïChatbots are rewarded to produce responses that seem
authoritative and helpful, regardless of truth, which can result in 
hallucinations

ÅModels of human preferences are even more unreliable!

ÅStill very data expensive

ÅVery underexplored and fast-moving research area
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Outlook: Reasoning LLMs

ÅFocus since 2025is on Reasoning LLMs (OpenAI GPT 5.2,
Claude Opus 4.6,Kimi K2.5, etc.)
ï Incorporation of chain-of-thoughtprompting (next week) into 

training procedure

ï Introduction of additional thinking tokens during inference

ïReinforcement learning is used to automatically generate reasoning 
examples for training (and to learn correct tool usage)

ÅHow to verify the final output is correct if we do not have labels?

ĄUse domains where correct answer can be programmatically derived 
(math, coding, ...)

ÅWe will talk about tool-using Reasoning LLMs, their training, 
inference, and LLM agents in the lecture in two weeks!
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OpenAI Blog: https://openai.com/index/learning-to-reason-with-llms/

OpenAI o1 system card: https://cdn.openai.com/o1-system-card-20241205.pdf

Deepseek R1 paper: https://arxiv.org/abs/2501.12948
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Datasets for Post-Training
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Tie, G., Zhao, Z., Song, D., et al. 2025. A Survey on Post-Training of Large 

Language Models. arXiv preprint arXiv:2503.06072.
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Outline

ÅRecap: Pre-training Language Models

ÅScaling up and Emergent Abilities of LLMs

ÅPost-Training
ï Instruction Tuning

ïReinforcement Learning from Human Feedback

ÅEfficient Adaptation
ïAdapter-based Tuning

ïLoRa & QLoRa
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Parameter-efficient Fine-tuning (PEFT)

ÅFine-tuning all parameters is 
impractical, especially with 
LLMs

ÅSolution: Tune only parts of 
the parameters

ÅState-of-the-art models are 
massively overparameterized 
anyway

Č Parameter-efficient fine-
tuning can match performance of 
full fine-tuning
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Adapter-based Fine-tuning

ÅWhen fine-tuning PLMs, 
we usually add an 
additional layer to the top 
of the Transformer

Å Adapter modules follow 
the same principle but add 
additional smaller layers to 
the original network

Å During fine-tuning, the 
original parameters are 
frozenand only the 
adapter weights are 
updated
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Comparison to Standard Fine-Tuning

ÅAdapter-based fine-tuning achieves a similar performance 
to full fine-tuning with orders of magnitude fewer trained 
parameters
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Houlsby, N., et al., 2019. Parameter-efficient Transfer Learning for NLP. In International Conference on Machine Learning (pp. 2790-2799).
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Adapter-based Fine-tuning

ÅPros:
ïEmpirically effective in multi-task settings

ïComputationally efficient compared to full fine-tuning

ÅCons:
ïAdding in new layers makes the model slower during inference time

ïMakes the model size larger overall
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LoRA: Low-Rank Adaptation

ÅFor each downstream task, we learn a different set of 
parameters ɲ‰
ïGPT-3 has a |‰| of 175 billion

ïμɲ‰| = |‰| for full fine-tuning

ïExpensive and memory inefficient!

ÅLoRAkey idea: encode the task specific parameter 
increment ɲ‰Ґ ɲ‰όɸύby a smaller-sized set of parameters 
ɸΣ |ɸ| Ḻ |‰|
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Hu, E.J., et al., LoRA: Low-Rank Adaptation of Large Language Models. In International Conference on Learning Representations.
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LoRA: Low-Rank Adaptation

Å It was shown that updates to 
weights have low intrinsic rank 
during adaptation

ÅOne weight matrix: 

ÅConstrain the update of a matrix 
with a low-rank decomposition

ÅOnly A and B contain trainable
parameters
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LoRA: Low-Rank Adaptation

ÅWith increasing number of 
trainable parameters, the LoRA
training converges to fully 
training the original model

ÅNo additional inference latency: 
when switching to a different 
task, recover ὡ by subtracting 
ὄὃand adding a different ὄΩὃΩ
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LoRA: swap matrices = swap tasks
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Applying LoRAto Transformers

Å In general, applicable to anydeep learning weight matrix

Å For GPT3-175B with r ranging from 2-64

ï VRAM: 1.2TB -> 350GB

ï Checkpoint storage: 350GB -> 35MB (10,000 times smaller)

Å LoRAcan outperform several baselines with comparable or fewer 
trainable parameters
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Where to apply LoRA?

ÅOriginal paper suggested applying only in 
multi-head attention layers

ÅToday it is recommended to apply LoRA
to the Feed Forward layers only, for good 
results with high efficiency

ÅFor maximum performance, applying 
LoRAto all layers is the safest bet, but 
this costs efficiency.
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Hu, E.J., et al., LoRA: Low-Rank Adaptation of Large Language Models. 

In International Conference on Learning Representations.

Schulman, John and Thinking Machines Lab, "LoRA Without Regret", Thinking 

Machines Lab: Connectionism, Sep 2025.
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Comparison of Fine-tuning Methods

Å Given enough data and computing resources

Å Overall performance on T5-base: Full fine-tuning > LoRA> Adapters
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Ding, N., Qin, Y., Yang, G., Wei, F., Yang, Z., Su, Y., Hu, S., Chen, Y., Chan, C.M., Chen, W. and Yi, J., 2022. Delta tuning: A

comprehensive study of parameter efficient methods for pre-trained language models. arXiv preprint arXiv:2203.06904.
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QLoRA

ÅOne of the main bottlenecks in fine-tuning even with LoRA
is the GPU memory required to store all model weights

ÅQLoRAIdea:Store frozen weights in quantized form (4-bit) 
to relieve the bottleneck (but dequantize when needed)
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Dettmers, T., Pagnoni, A., Holtzman, A. and Zettlemoyer, L., 2023. QLoRA: Efficient Finetuning 

of Quantized LLMs. Advances in Neural Information Processing Systems, 36, pp.10088-10115.
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Summary: Efficient Adaptation

ÅAdapters
ïFaster than full model fine-tuning while still achieving similar 

performance

ïCan swap out adapters depending on the task

ï Introduces additional parameters making inference slower

ÅLoRa and QLoRA
ïFaster than full model fine-tuning while achieving (close to) the 

same performance

ïStraightforward to swap between tasks by swapping in and out the 
tuned weights

ïno additional parameters, same inference latency
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See you next week!

ÅNext time: Prompt engineering and evaluation of LLMs!
ïZero-shot, in-context learning, chain-of-ǘƘƻǳƎƘǘΣ Χ

ïTypes of LLM evaluation
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