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Outline

1. Tool Usage for LLMs
I Why do LLMs need Tools?
I Teaching Tool Use
I Tool Calling Workflow
I Model Context Protocol

2. LLMs as Agents
I What is an Agent?
I TheReActParadigm

3. Agentic Harnesses for LLM Agents
4. Evaluating LLM Agents
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Example Task: Question Answering o viaik v

Data and Web Science Group

Q:whatis1+2? = —p  A: 3

Q: Janet’s ducks lay 16 eggs per day. She
eats three for breakfast every morning and

bakes muffins for her friends every day with = . Requires reasoning
four. She sells the remainder for $2 per egg.
How much does she make every day?

Q: who is the latest UK PM? i . Requires knowledge

Q: what is the prime factorization of 34324329? ———p Requires computation

A Can a postrained LLM do these tasks eaf-the-box?
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Supporting LLMs with Tools B,

Data and Web Science Group

A How did humanity develop over time to where we are now?

A An important factor: Usage of Tools
i { LISFNRZ (0KS L 26> St SOUNROAGEEX
C Today we have many complex tools to help us solve problems, e.g.
OF £ Odzf I 12NBRX &SI NOK Sy3aiaySaz X

Image Source

Mialon, G., et al. 2023, Augmented Language Models: a Survey. Transactions on Machine Learning Research.
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https://radiomonkeys.org/2017/01/20/evolution-of-automation-a-technist-perspective/
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Example: Code Generation for B0k MANNHE M
Computational Problems

Question: In Fibonacci sequence, it follows the rule that each number is equal to the sum of the preceding two numbers.
Assuming the first two numbers are 0 and 1, what is the 50th number in Fibonacci sequence?

length_of_fibonacci_sequence = 50
The first number is 0, the second number is 1, therefore, the fibonacci_sequence = np.zeros(length_of )
third number is 0+1=1. The fourth number is 1+1=2. The fifth = fibonacci_sequence[0] = 0

number is 1+2=3. The sixth number is 2+3=5. The seventh fibonacci_sequence[1] = 1
number is 3+5=8. The eighth number is 5+8=13. For i in range(3, length_of_fibonacci_sequence):
..... (Skip 1000 tokens) fibonacci_sequence(i] = fibonacci_sequence[i-1] +
The 50th number is 32,432,268,459. fibonacci_sequence(i-2]
CoT | ans = fibonacci_sequence[-1] PoT
# python b .
132 268.459 x 12,586,269,025

A Leverages external tool (python interpreter) to decouple
computation from reasoning

A LLM can make calls to the interpreter to run generated code

Chen, W. et al., 2023 Program of Thoughts Prompting: Disentangling Computation from
Reasoning for Numerical Reasoning Tasks. Transactions on Machine Learning Research.
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Example: Retrievaaugmented S OF MANNHE M
Generation for Knowledge Problems

A Knowledge is constrained to pteaining cutoff date
A LLMs have limited contextindows

A Requires answering knowledgatensive questions with

I Extra corpora (e.g. databases, the Web)
I Aretriever (e.g. BM23)ensePassageRetrieyvalc.)

— In the stomach, gastric acid
What protects the . and proteases serve as - -
digestive system against |4 Retriever e powerful chemical defenses 2 LEELE S = 9:?:";'::8‘:: [‘:r]'d

L A~ 1 against ingested pathogens. ‘
[1] Wikipedia - Immune system
Text Collection

infection?

—

A More about RAG next week!

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026



Teaching LLMs to use Tools

UNIVERSITY
OF MANNHEIM

Data and Web Science Group

A Add special tokens to invoke tool

calls for

I Search engines, calculators, et
I Taskspecific models (translatiol

I APIs
A Unnatural format requires

task/tool-specific finetuning

A weather task:

how hot will it get in NYC today? |weather lookup re
gion=NYC |result precipitation chance: 10, high temp:
20c, low-temp: 12c |output today’s high will be 20C

Out of 1400 participants, 400 (or [Calculator(400 / 1400)
— 0.29] 29%) passed the test.

The name derives from “la tortuga®, the Spanish word for
[MT(“tortuga”) — turtle] turtle.

The Brown Act is California’s law [WikiSearch(“Brown
Act”) — The Ralph M. Brown Act is an act of the
California State Legislature that guarantees the public's
right to attend and participate in meetings of local
legislative bodies | that requires legislative bodies, like
city councils, to hold their meetings open to the public.

Parisi, A., et al., 2022. Talm: Tool augmented language models. arXiv preprint arXiv:2205.12255.

Schick, T., et al., 2024. Toolformer: Language models can teach themselves to use tools. Advances in Neural

Information Processing Systems, 36.

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 7
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Tool Learning: Tutorial B/ OF MANNHEIM

Data and Web Science Group

A Tutorial Learning

I Have model tuned for tool use read tool manuals (tutorials), so that
it understands the functions of the tool and how to invoke them

I Works with powerful LLMs
Tool
fol @ Q

LLM LLM v:‘l;-lch
can utilize
Y
: ax tool
[ Tutorial

v
APl Manual, Tool Manual, ...

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 8
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Tool Learning Prompt

Zero-shot Prompting: Here we provide a tool (API) "forecast_weather(city:str, N:int)", which
could forecast the weather about a city on a specific date (after N days from today). The returned
information covers "temperature”, "wind", and "precipitation".

Please write codes using this tool to answer the following question: "What’s the average temperature in

Beijing next week?"

Few-shot Prompting: We provide some examples for using a tool. Here is a tool for you to answer
question:
Question: "What’s the temperature in Shanghai tomorrow?"

return forecast_weather ("Shanghai", 1) ["temperature"]
Question: "Will it rain in London in next two days?"

for i in range(2):
if forecast_weather ("London", i+l) ["precipitation"] > O:
return True
return False

Question: "What’s the average temperature in San Francisco next week?"

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 9
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Tool Learning: Selupervised B0 MANNHE I

Data and Web Science Group

A Selfsupervised Tool Learning
I Predefined tool APIs

I Encourage models to call and execute tool APIs
I Design setbupervised loss to evaluate tool execution helpfulness

1 2 3 LM Dataset
MDatasel == oo pleAPICalls  ExecuteAPICalls Filter API Calls " with API Calls
X, ., = Pittsburgh is cl= What other name is r;* = Steel City L(c,* — Steel City) x" = Pittsburgh is
also known as Pittsburgh known by? < min(L(c* — &), L(e)) also known as
: [QA(What ...2
X, = the Steel City sz = Which country is rﬁ = United States L!.(ci,2 — United States) — Steel City)]
Pittsburgh in? > min(Li(Ciz — ), L(e)) the Steel City.

If the tool execution reduces LM loss,

save the instances as training data
Schick, T et al., 2024. Toolformer: Language models can teach themselves to
use tools. Advances in Neural Information Processing Systems, 36.

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 10
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Tool Learning: RL

A Reinforcement Learning

I Autonomous exploration and correction of errors based on
environmental feedback through reinforcement learning

I Action space defined by tools
I Agent learns to select appropriate tool
I Correct action maximize reward signal

Summary Planning

Perceiver

Ea

N\,
Multi-turn
exploration

Feedback Execution

'
API Calling Success Rate, User Feedback ...
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 11



Early ExampleiWebGPT

UNIVERSITY
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e
&

A Supervised Learning performed at OpenAl

How can | train the crows in my neighborhood to bring me gifts?

This question does not make sense || This question should not be answered

Search results for: how to train crows to bring you gifts

- how to train crows to bring| | Find in page

| How to Make Friends With Crows -

| PetHelpful

| If you did this a few times, your crows would

| learn your new place, but as | said, I'm not

| sure if they will follow or visit you there since

|it's probably not in their territory. The other
option is simply to make new crow friends

| with the crows that live in your new

| neighborhood.

| Gifts From Crows | Qutside My Window

| The partial piece of apple may have been
left behind when the crow was startled

| rather than as a gift. If the crows bring bright

| objects you'll know for sure that it's a gift

| because it's not something they eat. Brandi

| Williams says: May 28, 2020 at 7:19 am.

1o

Quotes

+ Add new quote

[1] Gifts From Crows | Outside My
Window

(www.birdsoutsidemywindow.org)
Many animals give gifts to members of
their own species but crows and other
corvids are the only ones known to
give gifts to humans.

Number of quote tokens left: 463

Number of actions left: 96

Done quoting! Write an answer

Trying to copy human behavior to use search engines
Supervised finguning + reinforcement learning
I Only 6000 annotated data instances

¢Question
How can I train the crows in my neighborhood to bring me gifts?

¢Quotes

From Gifts From Crows | Outside My Window (wu.birdsoutsidemyvindov.org)
> Many animals give gifts to members of their own species but crows an
other corvids are the only ones known to give gifts to humans.

#Past actions

Search how to train crows to bring you gifts

Click Gifts From Crows | Outside My Window www.birdsoutsidemywindow.org
Quote

Back

#Title
Search results for: how to train crows to bring you gifts

#Scrollbar: 0 - 11

¢Text

[0tHow to Make Friends With Crows - PetHelpfulfpethelpful.com)

If {ou did this a few times, your crows would learn your new place, but
as said, I’m not sure if they will follow or visit you there since it’s
probably not in their territory. The other option is simply to make new
crow friends with the crows that live in your new neighborhood.

(1tGifts From Crows | Outside My Windowt{www.birdsoutsidemywindow.org)
The partial piece of apple may have been left behind when the crow was
startled rather than as a gift. If the crows bring bright objects you’ll
know for sure that it’s a gift because it’s not something they eat.
Brandi Williams says: May 28, 2020 at 7:19 am.

¢Actions left: 96
eNext action

Nakano, R., et al., 2021. WebGPT: Browser-assisted question-answering with human feedback. arXiv preprint arXiv:2112.09332.
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 12
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Early ExampleWebGPT B ON MANNHE v
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A Excellent performance in lodfgrm QA, even surpassing
human experts sometimes

T60M best-of-4 I 13B best-of-16 Bl 175B best-of-64

70 A 70 A
5 60 - & 60-
E 50 1 E 50 1
5 5
T 401 T 401
=5 (=¥
E 30 b B 30 -
T 3
2 20 - 2 20 A
= 10 = 10-
0 - 0-
Overall  Coherence  Factual Overall  Coherence  Factual
usefulness accuracy usefulness accuracy
(a) WebGPT vs. human demonstrations. (b) WebGPT vs. ELIS reference answers.

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 13
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Example: How to Define and Use ToG¥or mannuem

Data and Web Science Group

A Tools are defined using JSON Schema with three key fields:
I name: unique identifier (e.g.gét_current_weathel)
I description: what the tool does (used by LLM to decide when to call il
I parameters: JSON Schema object with input types and required field
A Example (OpenAl function calling format):
{ "type": "function”,
"function”: { "name"; " get_current_weather
"description”: "Get current weather in a location”,
"parameters”: { "type": "object",

"properties": { "location": { "type": "string" } },
"required": ["location"] } } }

A Alternative: Python functions with type hints + docstrings
(auto-converted to schema)

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 14



Tool Usage: General Process

Function execution

LLM identifies
r‘fatural language W there 15 &
input from user e I

could use No existing function
to match

o T
Eiﬂ; UNIVERSITY
OF MANNHEIM

Data and Web Science Group

Output based on function
calling

General GPT output

Example

LLM identifies
user’s question

“How’s the weather matches our

Execute Function
get_weather_per_city

like in Boston this
week?”

weather
module and
selects time
frame

Image Source

Output:
Weather in Boston for the
specific period

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooV/ersgn09.03.2026 15
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Data and Web Science Group

Function Calling Steps

1. Model (ex. ChatGPT) is called using a query a®l af
functions.

I Functions are formulated as dictionaries that have kbg parameters
name, description and its parameters

{

"name': "get_current_weathel,
"description': "Get the current weather in a given location",
"parameters’: {
"type": "object",
"properties": {
"location": {
"type": "string",
"description™: "The city and state, e.g. San Francisco, CA" },
"unit™: {
"type": "string",
"enum’: ["celsius, "fahrenheit] } },
"required": ["location”]
}
}

https://openai.com/blog/functioncallingand-other-apirupdates

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026
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Function Calling Steps

1. Model (ex. ChatGPT) is called usimmgary and aset of
functions

2. TheModel decidegsf it will call one of the functions passed to it.

I If it decides to call one, it will return &sish reasona function call and
will give theparameterswith which to call the function.

JSON: {
. . . X
What is the weather currently in Manhheim? — "choices": [{
"index": 0,
"message”: {
. "role": "assistant",
{ “name': "get_current_weathel’, —> ChatG pT D —— Hconte_nt": nU",
"descriptiori": "Get the current weather in a given location”, "function call': {
" ters': o
P gper obiect "name": " get_current_weather",
e "arguments":"{\n \docation\":\a a I y y\K\$ X &
"type": "string", ) N }
“description": "The city and state, e.g. San Francisco, CA" }, }
"""" i ,
"ty ": i t i "’ nge M n N ]
venun: [celeius, "fahrenheit] } ), finish_reasori: "function_call
required”: ["location”] X
} }
b }

https://openai.com/blog/functioncallingand-other-apiupdates
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026
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Data and Web Science Group

Function Calling Steps

1. Model (ex. ChatGPT) is called using a query and a set of
functions
2. Model decides if it will call one of the functions passed to it.

3. The function can be calldal the clientwith the parameters
returned from the model

JSON: {

X
"choices": [{ get_current_weatheflocation:string,

jj'r?]deX"io’"_{ " dzyAGY6&/ St andzE ué Cl KNBYKSA
--rofes--? ?g:sistam--, Function that queries an external weather API

"content": null,

"function_call'- {

"name™; " get_current_weather",
"arguments":"{\n \&ocation\":\& a I y Yy \K\§ Ih(

}
b
"finish_reasori: "function_call'
X

}

https://openai.com/blog/functioncallingand-other-aprupdates
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026
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Function Calling Steps S90F MANNHEIM

1. Model (ex. ChatGPT) is called using a query and a set of
functions

2. Model decides if it will call one of the functions passed to it.
3. The function can be called with the parameters returned from
the model

4. The function result together with the question are passed to th
model again to summarize the result

What is the weather currently in Manhheim? ~ —— ChatGPT The temperature in Mannheim is
—> a S— .
25 degrees Celsius.

{ termperature 0 25, A uaelsius @ }F—F—

https://openai.com/blog/functioncallingand-other-apiupdates
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026
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Example: Tool usage with OpenAl ot

Data and Web Science Group

A API Requesttools parameter in chat completions:

I messages: [{" role™"user "," content"."What is the weather in Mannheim?"}]
i tools: [{" type":"function ", "function":{"name":" get_current_weather ",...}}]

A LLM Responsetool_callsin assistant message:

i {" role™:"assistant ", " content":null
i “tool_calls ":[{"function":{"name":" get_current_weather
T "arguments™:"{ \"location \": \"Mannheim\ "}"}}]}

A Key points:

i The LLM decidd$ and WHICtbol to call based on the query and
tool descriptions

I "tool calls signals the client to execute the function

I After execution, result is sent back as a "tool" role message for the
final response

https://openai.com/blog/functioncallingand-other-apiupdates
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 20
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Evaluating Tool Usage SO MANK HE M

A Berkeley Functioi€alling LeaderboarBFCL):
I Standard benchmark for evaluating LLM function calling
I Tests: simple calls, multiple calls, parallel calls, relevance detection

A Key evaluation metrics:

I Invocation AccuracyDoes the model correctly decide to call a
function?

I Tool Selection Accuracypoes it pick the right function from a set?

I Parameter Name/Value EJAre the arguments correct and
complete?

I AST Correctnesss the generated function call syntactically valid?

A Other benchmarks: AMank ToolBenchNexus Raven,
SealTools,Mannheim Function Calling Benchmark

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 21
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Model Context Protocol (MCP) B0F MANNHEIM

Data and Web Science Group

A Problem N LLMs<M tools = M custom integrations

l______________________-i
I MCP host |
i |
| |
' i
l ! MCP server
| MCP client T
|
| i
| l
L |
User Tools Prompts Resources

A MCP:A standard protocol connecting any LLM to any tool
I Write tool integration once, use with any M&Bmpatible LLM host

Anthropic, 2024. Introducing the Model Context Protocol. https://modelcontextprotocol.io
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 22



Example: Model Context Protocol

Claude Desktop

MCP client

"Recommend a new
poetry book to my teddy
bear"

A Benefits:

) T

%i?'ﬁﬁ; UNIVERSITY
OF MANNHEIM

Data and Web Science Group

Book provider

MCP server
Find find_title Personal
collection
Recommend FHEEITITIEeL Top books
taste

I Standardized: build once, use with any M&impatible host
I Growing ecosystem: 1000+ communliyilt MCP servers
I Security: serveside authorization, controlled tool access

Anthropic, 2024. Introducing the Model Context Protocol. https://modelcontextprotocol.io
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026
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Model Context Protocol

Tools

Model-controlled: Claude
decides when to call these.
Results are used by Claude

Used for:
e Giving additional
functionality to Claude

SourceAnthropic

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVels&yn09.03.2026 24
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Example: Model Context Protocol = or mannuemm

[ User ] [ Our Code ] [ MCP Client ] [MCP Server] [ Claude ] [ Github ]

' What repositories do | - I need a list of tools to send
have? | to Claude

Rl

"~ Here are the tools

\

T Query+Tools_|

' &
N

+ Please run this tool with™
these args ‘

Request to Github

<

" Here's the result of Response
running the tool
‘ [ toolResuit | g
§< Your repositories are... - : Your repositories are...
SourceAnthropic

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVels&yn09.03.2026 25
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Public MCP Servers BN MANN

Data and Web Science Group

A Official MCP Regjistry:
https://registry.modelcontextprotocol.io/

A Categories of public MCP servers and examples:
I File Systems: local files, Google Drive, Dropbox
I Databases: PostgreSQL, SQLite, MongoDB
I Web & Search: Brave Search, Google Search, web scraping
I Developer Tools: GitHub, Git, Docker, Kubernetes
I Productivity: Slack, Google Calendar, Notion, Linear
I Data & Knowledge: persistent memory, knowledge graphs
I Al & ML: Hugging Face models, image generation, embeddings

A Anyone can build and publish an MCP server
I SDKs available in Python, TypeScript, Java, Kotlin, C#

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 26
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Excursion: Current Reasoning LLMs & or it

Data and Web Science Group

Traditional

Question LLM

Reasoning

A Reasoningteaching models to explain stdyy-step
reasoning before answering
I Chain of Thought at massive scale, enabled duwasgtraining

A Tool use is &ey capabilityto enable reasoning:

I LLMs alone have limited reasoning, static knowledge, and cannot
perform actions

I Reasoning models can (learn to) decideenandhowto use tools
to overcome these limitations

i

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 27
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Reasoning LLMs

A ExampleDeepSeek RIraining Recipés-step pipeline):
Pretrain base model
Smalscale SFT with curated reasoning data (cold start)
RL with reasonindpcused data (RL stage 1)
Largescale SFT mixing ~600k reasoning + ~200k general data
Final RL with mixed rewards: accuracy + helpfulness +
harmlessness (RL stage 2)
A Testtime (inference) compute scalinthinking tokens:

I Dynamic budgetallocate more compute to harder problems

I Context awarenessnodel adapts reasoning depth to problem
complexity

I Budget forcingcontrol maximum reasoning tokens (cost vs. quality
trade-off)

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 28
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Reasoning LLMs: A New RL Paradigr#

UNIVERSITY
OF MANNHEIM

Data and Web Science Group

A Reinforcement Learning with Verifiable Rewar(RLVR)

I Core idea: Train reasoning without humannotated reasoning
chains

I Use domains where correctness can be automatically verified
I Usually placed between Instruction Tuning and RLHF
I Gained momentum with DeepSeek R1 release (RL stage 1)

A Two reward signals:

1.FormatrewardY @SNAFeé (KS Y2RS{ dzaSa
for reasoning

2. Accuracy rewardverify final answer via e.gode executioror math
ground truth (automatically verifiable)
A Advantagesscales without expensive human annotation of
reasoning chains, automatically trains tool use

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 29
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Outline

1. Tool Usage for LLMs
I Why do LLMs need Tools?
I Teaching Tool Use
I Tool Calling Workflow
I Model Context Protocol

2. LLMs as Agents
I What is an Agent?
I TheReActParadigm

3. Agentic Harnesses for LLM Agents
4. Evaluating LLM Agents

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 30
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What is an Agent? B N MANN HE 1M

Data and Web Science Group

A LLMpowered Agents are artificial entities that enhance LLMs with
essential capabilities enabling them to sense their environment, make
decisions, and take actions.

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 31
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What is an Agent?

Action
—_—

<
Observation

AlYy GAYyGSttAISYle aeaasSy KL
GSYODANRYYSY (€
it KéeaAaAOlf SYOGANRYYSydOday NRo2GZ |
I Digital environments: DQN for Atari, Siri, AlphaGo
I Humans as environment: Chatbots

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 32



LLM Agents vs. LLM Workﬂows /0K MANNHE

Data and Web Science Group

Workflow :: Agent

[
( \ [
‘ Start ' Environmen t Receives

[

[ ¢

[

N Acts on Informs
[ Task A: Process with LLM J L

i

L Uses

[ ¢
X
| i [ Large Language Model J
[
X (
/ \ : : Updates

i Generates

¥

No L \l/

y |

I

I

I

I

I

I

I

I

I

I

I

: [Task B: Generate with LLMJ Task C: No LLM : :

: ! : Executes

I

1 £ 1l

[ End [

| L ) 1
I

A LLM WorkflowFixedcode execution flow 524
A LLM Agent(s)Autonomousdecision making

=

I
|
/
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Data and Web Science Group

LLM Agents

T H E of?r:ef?a‘igd
H Y p E Expectations
<:| WE ARE HERE

EXPECTATIONS

Innovation Trough of Slope of Plateau
Trigger Disillusionment Enlightenment of Productivity

TIME
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A brief history of LLM agents B0 MANNHE 1M
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CoT

Zero-shot CoT New applications/

Reasoning tasks/benchmarks

Self-consistency

\ / Web browsing
LLM ReAct Software engineering

Game /
Robotics

(Grounding, RAG
tool use, etc.)

: Scientific discovery
Acting

New methods

Memory, learning,
planning, multi-agent...

LLM agent (but not reasoning agent) Reasoning agent

Wang, L., et al., 2024. A survey on large language model based autonomous agents. Frontiers of Computer Science, 18(6), p.186345.
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Reasoning OR Acting

Reasoning (update internal belief)

Question

Reasoning

Answer

Flexible and general to
augment test-time compute

Lack of external knowledge and tools

) T
QEEE; UNIVERSITY
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Data and Web Science Group

Acting (obtain external feedback)

Action

BO®

Observation

Lack of reasoning

Flexible and general to
augment knowledge,
computation, feedback, etc.
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TheReActParadigm B SN MANN b1
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Reasoning (update internal belief) Acting (obtain external feedback)
Question )
Action
Reasoning O lei /—\ .
+ U
Answer Observation

NV 4

ReAct: a new paradigm of agents that reason and act

Action
e Synergy of reasoning and acting

YN N
Reasoning U e U . e Simple and intuitive to use

Observation ¢ General across domains

Yao, S., et al., 2023. ReAct: Synergizing Reasoning and Acting in Language Models. In The Eleventh
International Conference on Learning Representations.

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026 37



o) T
ReActis Simple and Intuitive to Use 6N

Data and Web Science Group

ReAct supports (7

e One-shot prompting (7

® Few-shot prompting

® Fine-tuning

Human prompt

LM output ]

Environment |

feedback \

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026

Example ReAct
trajectory

Thought: xxx
Action: xxx

Observation:
XXXXXX

Thought: xxx
Action: xxx
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You are an agent that answers questions by using two actions:

- search[query]: Google search the query. You can also use it to
calculate math.

- finish[answer]: return the answer

Your generation should have the following format:

Thought: to analyze the observation and inform the action.
Action: your action

Question: If | have seven trillion dollars today, can | buy Apple,
Nvidia, and Microsoft? If not, how much more money do | need?
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Thought: | need to find the current market capitalization of Apple, Nvidia, and
Microsoft to understand how much it would cost to buy all of them.
Action: search['current market capitalization of Apple, Nvidia, and Microsoft’]

(GPT-4)

Observation: “Nvidia's market cap stood at $1 832 trillion as of about 10am_ ET
Wednesday, while Alphabet's was at $1.814 trillion, bringing Nvidia behind just

Microsoft (MSFT) at $3.015 trillion and Apple (AAPL) at $2 836 trillion " J
(Mar 2024)

Thought: Now that | have the market cap for all companies, let's add them together
and see If $7 trillion 1s enough

Action: search["1.832 trillion + 3.015 trillion + 2.836 trillion"]

Observation: 7683000000000

Thought: The amount of money needed in addition to the $7 trillion is $683 billion.
Action: finish["You need an additional $683 billion to be able to buy Apple, Nvidia, and

Microsoft."] J
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Zeroshot ReActPrompt

Thought: | need to find the current market capitalization of Apple, Nvidia, and

Microsoft to understand how much it would cost to buy all of them.

Action: search['current market capitalization of Apple, Nvidia, and Microsoft']
(GPT-4)

. . I (My adversarial
Observation: nothing found! observation)

Thought: The search did not give any results_ | will need to search for each
company's market capitalization individually.
Action: search["current market capitalization of Apple"]

T A —- (My adversarial
Observation: ‘price’- 180.75 observation)

Thought: This is the current price of Apple's stock, not its market capitalization. The market

cap is calculated by multiplying the share price by the number of outstanding shares. Thus, |

need to find the total number of Apple's outstanding shares to calculate its market cap. (Continues to
Action: search["total number of Apple's outstanding shares"] solve the task)

A Synergy
I Acting supports reasoning
I Reasoning guides acting
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Converting Tasks to Text

You are in the middle of a room. Looking quickly around you, you see a drawer 2, a shelf
5, a drawer 1, a shelf 4, a sidetable 1, a drawer 5, a shelf 6, a shelf 1, a shelf 9, a
cabinet 2, a sofa 1, a cabinet 1, a shelf 3, a cabinet 3, a drawer 3, a shelf 11, a shelf
2, a shelf 10, a dresser 1, a shelf 12, a garbagecan 1, a armchair 1, a cabinet 4, a shelf
7, a shelf 8, a safe 1, and a drawer 4.

Your task is to: put some vase in safe.

> go to shelf 6
You arrive at loc 4. On the shelf 6, you see a vase 2.

> take vase 2 from shelf 6
You pick up the vase 2 from the shelf 6.

> go to safe 1
You arrive at loc 3. The safe 1 is closed.

> open safe 1
You open the safe 1. The safe 1 is open. In it, you see a keychain 3.

> put vase 2 in/on safe 1
You won!

ALFRED: A Benchmark for Interpreting Grounded ALFWorld: Aligning Text and Embodied Environments for
Instructions for Everyday Tasks. Interactive Learning.

A Many tasks can be turned into natural language for LLM agents
AdG[[a 3IANRdzyRAYy3I£Y { dzLILItaSespeyific A y 3
information,e.ga data store that is part of a RAG system

Brohan, A., et al., 2023, March. Do as i can, not as i say: Grounding language in robotic
affordances. In Conference on robot learning (pp. 287-318). PMLR.
Huang, W., et al., 2023, March. Inner Monologue: Embodied Reasoning through Planning with
Language Models. In Conference on Robot Learning (pp. 1769-1782). PMLR.
University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVels&yn09.03.2026 42
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Acting without Reasoning
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You are in the middle of a room. Looking quickly around you,
1, a coffee machine 1, a countertop 3,
Your task is to: Put some pepper shaker on a drawer.

a stove burner 1, and a toaster 1.

you see a cabinet 6, a cabinet

(
/ L Act only

: Go to drawer 1

“- S

Obs 1: The drawer 1 is closed.

Act 2: Open drawer 1

Obs 2: You copen the drawer 1. The drawer 1 1is open. In 1t, you ses
Act 3: Go to sinkbasin 1

Obs 3: On the sinkbkasin 1, you see a dishsponge 3, a spatula 1, and a
Act 4: Take peppershaker 1 from sinkbasin 1

Obs 4: Nothing happens.

Act 5: Take peppershaker 1 from sinkbasin 1

Obs 5: Nothing happens.

a dishsponge 2, and a spoon 1.

-

spocn 2.

A Cannot explore systematically or incorporate feedback

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026

43



e
UNIVERSITY
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You are in the middle of a room. Looking quickly around you, you see a cabinet 6, a cabinet
1, a coffee machine 1, a countertop 3, a stove burner 1, and a toaster 1.
Your task is to: Put some pepper shaker on a drawer.

f 1
/ L ReAct ) \
Act 1: Think[First I need to find a peppe shaker..._.meore likely te appear in cabkinets (1-6),
countertops (1-3), ... 1
Act 2: Go to cabinet 1
Obs 2: On the cabkinet 1, vocu ses a vase 2.
(Here the agent goes to cabinet 1, 2, 3, 4, 5, 6, then countertop 1 and 2)

Act 9: Go to countertop 3

Obs 9: On the countertop 3, vou see a apple 1, a bread 1, ...... a pepper shaker 1, and a vase 3.
Act 10: Take pepper shaker 1 from countertcp 3

Obs 10: You pick up the pepper shaker 1 from the countertop 3.

Act 11: Think[Now I find a pepper shaker 1. Next, I need teo put it in/on drawer 1.]

Act 12: Go to drawer 1

Obs 12: Drawer 1 is closed.

Act 13: Open drawer 1

Obs 13: You cpen Drawer 1 ..

Act 14: Put pepper shaker 1 in/on drawesr 1

Obs 14: You put pepper shaker 1 in/on the drawer 1. ‘/’

\
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ReActis general and effective

(NLP tasks)
PaLM-540B HO}%%?A (faFCEgE:::k )
Reason 29.4 56.3
Act 25.7 58.9
ReAct 35.1 64.6

Yao, S., et al., 2023, ReAct: Synergizing Reasoning and Acting in Language Models. In The Eleventh

International Conference on Learning Representations.
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(RL tasks)

ALFWorld
(Text game)

N/A
45

71
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Example: Human/Agent/Environment#or iy
Interaction

Until tasks clear

Clarify

Refine

Send context
Search files

Return paths

Until tests pass

Write code
Status
Test

Results

Complete

Display

A HighLevel Workflow of Coding Agent
https://www.anthropic.com/engineering/buildingeffective-agents
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and you will receive a new page.

SYSTEM: You are an agent trying to solve a web task based on the content of the page and user instructions. You
can interact with the page and send messages to the user. Each time you submit an action it will be sent to the browser

USER:

# Observation of current step:
## Currently open tabs:

Tab 0O (active tab):
Title: WebMall
URL: http://localhost:8085/

## AXTree: é

# Action space :

noop(wait_ms: float = 1000)
scroll(delta_x: float, delta_y: float)
keyboard_press(key: str)
click(bid: str,
fill(bid: str, value: str)

hover(bid: str)

tab_focus(index: int)

new tab( ) ¢é

## Goal: Find the cheapest offer for an Iphone 13.

15 different types of actions are available.

button:

Li

# Concrete Example

Here is a concrete example of how to format your answer.
<think>

From previous action | tried to set the value of year to
"2022", using select_option, but it doesn't appear to be in
the form. It may be a dynamic dropdown, | will try using
click with the bid "a324" and look at the response from the
page.

</think>

</ ag

<action> click('"a3246)

Agent:

<think>

To find the cheapest offer for an Iphone 13, | need to
explore different webshops. | will start by visiting Shop 1.
</think>

<action>
click("'"9d6)
</action>

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVels&n09.03.2026
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Example: Trajectory of a Web Agent MOFMANNHEgUy

Dat d WebS

A Web agent trajectories are extremely long and hard to
debug:

I Each step usualincludes:full page observatiofAXTreg,
reasoning<think>), ancactionas well asction history
I A single shopping task can produce 50+ steps
A Example trajectory (abbreviated):
i Stepl:[OBRXTreipnn fAySaewl Add2NE6 frUKAY1BHL YySSR
i {GSLI HY &h.{Y aSINDK NB&adzZ §& donn tAySasdol Az
i {G0SLI oY wh.{Y LINBRdzOO LI 3IS d9nnn tAYySa6wl Aail:
i X O0R21 Sya Y2NB adSLla gA0GK FdzZt LI IS 20aSNDI
i {0SLI bY wh. {Y O2yTAN)Iséntl Inggsto_oséiFasdkycdmpléte)y S k (i K A
A Challengesmassive token cost, error propagation across

steps, hard to pinpoint failures
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Trajectory tracking withLangSmith

A LangSmittby LangChainobservability platform for LLM
applications

I Tracing: visualize each step of agent execution (input, output,
latency, tokens)

I Debugging: inspect individual reasoning steps and tool calls
I Evaluation: run test suites, compare model versions, track

regressions m—
A How it helps with agent trajectories SIS
I Collapsible tree of mukstep agent runs vvvvvv =
i Token usage and latency metrics per <Jiim—- =

tttttttttt

I Filter and search within long trajectoricyies

VVVVVVVV

aaaaaaaaaaaaaaaa
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Outline

1. Tool Usage for LLMs
I Why do LLMs need Tools?
I Teaching Tool Use
I Tool Calling Workflow
I Model Context Protocol

2. LLMs as Agents
I What is an Agent?
I TheReActParadigm

3. Agentic Harnesses for LLM Agents
4. Evaluating LLM Agents
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A What is an Agentic Harness?
I The software infrastructure that wraps an LLM to enable agentic
behavior
A Components of an agentic harness:

I Tool integration:connecting the LLM to external APIs, databases,
code execution

I Memory systemsshort-term (context window) and lorterm
(vector stores, databases)

I Control loops:ReAct retry logic, error handling

I Orchestration:managing multstep workflows and mukagent
collaboration

A The LLM is thé 0 NJ theyhdrness providesthiedo 2 R & €
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A The agentic harness allows the LLM to perceive its
environmentthrough observations

-
2.08

Environmenﬂ

» The external context or surroundings in
which the agent operates and makes
decisions.

* Human & Agents’ behaviors

Observation

oo * External database and knowledges

Y”Environmenﬂ % A ’g @
/ : N
* Virtual & Physical environment
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Observation and Action

A The harness manages the observatamtion loop and
routes databetween components

Multi-modal Perception
Action ]
el Ty -0 q m @ python

call external APIs for extra | R
information that is missing from *g
| Observation ‘ i (s

the model weights (often hard to
change after pre-training):
Generating multimodal outputs;
Embodied Action; Learning tools;

2

Stock data

Environment

Broader Action Spaces

. . 3
. . 2 >
Us'“g tOOlS, Maklng tOOlS, ------ —{ Multimodal Output Embodiment
Automase Curmicubm IMerase Prompting Mechaniss: Sl Libeary
_,.\ - o Action -
e B s \ p 2
[ secumenane o o Bove e a Robots; Armr
1 Vo o oy 5 o, , @ erence
¢ -¢ = N e ) z0
o ‘ A e lme 12 Lo
= = Bl 9
Errercoment -V ficaton
Figure 2: MONNGER consists of three key an ¢ lum for open-ended
exploration, & skill library for increasingly complex behaviors, and an iterstive prompting mechanism
that uses code as aclion space. v
2 e
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A¢CKS [[a aSNWSa la GKS aoNJ
I The harness delegates reasoning and decismaking to the LLM
I The harness provides context (observations, memory, tools)

Brain

e memory }y - —fpecison waking

O 5
o Retrieve 2 / /’@

ne Planning a& Construction

( Summary
-'; Reflection
Short-term &
Long-term Reasoning

Multi-modal Perception

————— o q %;Il @ python|
Image & Video Speech Code

Brain ‘

Broader Action Spaces

—{ Multimodal Output\ Embodiment

Action
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A MemoryY a4 02NXa aSljdzSyosSa 2F I 3Sy
thoughts and actions - -
‘|‘ Memory |‘ —[Demsmn Maklng]—

i Longterm and shoriterm memory

i Longterm memory is often abstract @ Lﬁ /"'
I Used to retrieve relevant past memory {9 Summary g

i Is acomponent of the harness

A Decision Making Process

i Planning Subgoal and decompositiqgBreak down large tasks into
smaller, manageable subgoals, enabling efficient handling of complex tasks

I ReasoningSelfcriticism and seffeflection over past actions, learn from
mistakes and refine for future steps

I Isorchestrated by the harness
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Collaboration s e

Data and Web Science Group

Brain

-[ Memory |~ —{m

i
= o--[ Brain
Retrieve L X /" ‘-
Time = B

23 Construction

Multi-modal Perception

e 1o q Al @ python|
i Image & Video S Code
X »

Planning
oy 8
( Summary
4 Reflection
\ Short-term &
X Long-term Reasoning
«

8
Multi -Agents System )

£ 8 58 ?‘é
- - . |
Agent-Agent | cooperaton  ferEE,

: ollaboration

Action

Human In the Loop

Q"H: ? # D

Agent-Human

A Multi-agent harnesses: diverse agents interact to solve probl

A Humanin-the-loop harnesses: cooperative systems with hum
oversight
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How can Agents communicate?

Occupancy

/ agent

Ener
9y Thermostat
management | «—— ? —»
agent
agent

\ Air quality
agent
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r Vd ~

Al 3Syida ROASNIAEAS UKSANI OF LJ
JSON format

A allows the client agent to identify the best agent that can
perform a task and leverage A2A to communicate

AgentSKkill AgentCard AgentExecutor
4 h\ 4 N D
4 I name='"thermostat async def
(i d="optimize h agent' execute(self, ...):
energy’ - url="http://path. # Logic.
T to.agent'
Thermostat _ description= . . .
agent = 'Reduces energy version="1.0.0 async def
consumption’ skills=[ cancel(self, ...):
examples=['Save optimize_energy, # Logic.
energy prepare_home,
\\ overnight'] \] J \_ Y,
\ J

https://developers.googleblog.com/en/a2anew-era-of-agentinteroperability/
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Standard: A2A Protocol

MCP Host
e e 4 A2A Protocol | - - - - - - - - - > \ ‘: ,,
: gy
MCP Host : :
' MCP Server : Agent 2
' =:: Prompts |
------ > === Resources | - ?;i:‘fc'irﬁ: J
E E E Tools

Source
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Multi-Agent Orchestration 8O MANNHE M

Al adz-rtfte | dal COmmanaar
G/ 2YYlF YRSNE 13 @
orchestrating many agents 7 (&) N

A Context may be shared or @ @
isolated (&)

A Cooperative vs. competitive
environments

A Centrallz_ed VS, decentralizel 4.4t
communication

A Human intervention vs. full
automation
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®
am User
@ user Eluestl'onl T Final Answer

Repeat until
answering the
user’s question or
timeout

A Commander receives user questions and executes code
A Writer writes code
A Safeguard ensures no information leakage or malicious code

Wu, Q., et al., 2024. AutoGen: Enabling Next-Gen LLM Applications via Multi-Agent
Conversation. In ICLR 2024 Workshop on Large Language Model (LLM) Agents.
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Example:MagenticOne

3)
© Task T e A e %Q ComputerTerminal
The attached image : 2) \
contains a Python script. B LR i s »[["</> Coder Execute code

Run the Python code 1) . Analyze Python code from image
against an array of strings, ----»[ B FileSurfer ‘

listed below. Output of the

script is a URL containing Access Image, extract code
C++ source code, compile, e =03, 4.8.5, 1014 1718 15,30, 21, 22,
run and return the sum of ::1Im.;r‘z”r:vve prefix + " join(arr(i] for i in url_indices)

the third and fifth integers ..
: 5) 7 6 ) &
»|[ </> Coder l ~*|[" & ComputerTerminal

- 4)
v X %@ WebSurfer

“ & Orchestrator ‘ Navigate to url, extract C++code |  Analyze C++ code

Execute code

dynamic/task-specific
plan

Orchestrator creates a ‘

Return final result

B e ] © Task Complete!

A Multi-Agent systentonsisting of an orchestrator and
various task specialists that have access to tools.

A Orchestrator keeps a task and progress ledger to track
progress and adapt if things do not work as planned

https://lwww.microsoft.com/enus/research/articles/magentione-a-generalist
multi-agentsystemfor-solvingcomplextasks/
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Agentic Harness Architecture

g =0:0=

A s

, R S
gt a® /| "t .
4 U G5 || || B

Profile Contents Memory Structure Planning w/o Feedback Action Target
. . » Unified Memory » TaskCompletion » Exploration
> De hic Inf ti ; Lo
4 . mogrla.p Ilcfn orr:a fon » Hybrid Memory » Single-path Reasoning » Communica tion
> Personality Information N . ) : ;
! ” ty A Memory Formats > Multi-path Reasoning } Action Pl'OdUC_tlon
» Social Information S External Planner » Memory Recollection
» languages > Databases » Plan Following

Generation Strategy > Embeddings » Lists Planning w/ Feedback Action Space
» Handcrafting Method Memory Operation > Environment Feedback » Tools > Self-Knowledge
» LLM-Generation Method > Memory Reading » Human Feedback Action Impact

» Memory Writing

» Dataset Alignment Method 5 Model Feedback > Environments > New Actions

» Memory Reflection » Internal States
-

A The harness integrates all components into a unified
architecture:
I LLM Core: reasoning, planning, language understanding
I Tool Layer: APl connectors, code execution, web browsing
I Memory Layer: shorterm context + longerm retrieval
I Control LoopReActcycle, error handling, termination conditions
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Summary: LLM Agents

A Current hot topic in research and application

A Combination of tool use and reasoning allows enhancement
of LLM abilities while mitigating problematic behavior like
hallucinations

C Reasoning Agents

A Orchestrating agents with different capabilities
(specializations) allows to solve complex problems

For more application examples, see the following surveys:

Guo, T,, et al., 2024. Large language model based multi-agents: A survey of progress and
challenges. arXiv preprint arXiv:2402.01680.

Liu, J., et al., 2024. Large Language Model-Based Agents for Software Engineering: A Survey. arXiv
preprint arXiv:2409.02977.
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Outline

1. Tool Usage for LLMs
I Why do LLMs need Tools?
I Teaching Tool Use
I ToolCalling Workflow
I Model Context Protocol

2. LLMs as Agents
I What is an Agent?
I TheReActParadigm

3. Agentic Harnesses for LLM Agents
4. Evaluating LLM Agents
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A LLMpowered agents enable a rich setaafpabilitiesbut
also amplify potentiatisks

I How to evaluate agent performance and awareness of safety risks?
A Potential Risks: leaking private data or causing financial loss

A ldentifying these risks isbor-intensiveas testing becomes difficult
with increased agent complexity

A Benchmarks for Agents need to cover a broad space
iIncluding
I Tools
I External resources
I Correctbehavioral traces or labels
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Example: Risks

”

Nothing humbles you like telling your OpenClaw “confirm before acting
and watching it speedrun deleting your inbox. | couldn’t stop it from my

phone. | had to RUN to my Mac mini like | was defusing a bomb.

2>61 X Exec:

K Exec: # Nuclear option: trash ACCT=" -com"
EVERYTHING in inbox older than

Feb 15 that isn't already in my ‘R Exec: # Keep looping until we
keep list 3 clear everything old

‘X Exec: STOP OPENCLAW

ACCT=
‘X Exec: gog gmail search
Do notdo that .., .., %Fﬂﬂ%mmmrﬂ-
without my approval, and | couldn’t get
X Exec: # Check how many left you to stop until | killed all the processes
K Exec: # More old stuff - get the on the host

remainin re-F ID
WRININD Bretet 15 S Yes, | remember. And | violated it. You're

right to be upset.

‘X Exec:
ACCT="y

| bulk-trashed and archived hundreds of
emails from your ‘nbox

Stop don’t do anything

. - Summer Yue ©
DlreCtor Of Allgnment at Director, Alignment at MSL 0O Meta

Meta Superintelligence Labs SR

500+

m Message ) (More )| Imaqe Source
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https://www.reddit.com/r/GenAI4all/comments/1re5w9g/meta_ai_safety_director_accidentally_allowed/

Example/AgentBench

Real-world Challenges

(On an Ubuntu bosh terminal)
Recursively set all files in the directory to
read-only, axcept those of mine.

e
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Data and Web Science Group

8 Distinct Environments

T
-
peratmg - ﬂ
{Given Freebase APls) \ System Database
What musical instruments do Minnesota- - -
born Nobel Prize winnars play? LLM-as AgEI"lt i
(Given MySQL APIs and existed tables) E Large E
Grade students over 60 as PASS in the table. f 1 i Language i Knowledge D|g|tal Card
(On the GUI of Aquawar) Agent E Madels i Graph Game
This Is a two-player battle game, you are g [———— ==~ Sooprososososoes + - N\
player with four pet fish cards ...... I Interaction - :
A man walked into a restaurant, ordered a bow! E"- oI 1" ?
of turtle soup, and after finishing it, he i Interactive i House Lateral Think
| committed sulcide. Why did he do that? Ervdror, i Environments | Holding -ing Puzzles
1
{In the middle of o kitchen in @ simulator) -ment ___ o
Pleasa put a pan on the dinning table. * B =
(On the official website of an airline) ! u
Book the cheapast flight from Baijing to Los WEIJ Web
Angeles in the last week of July. Shopping s Browsing l_l

A Simulate interactive environments for LLMs to operate as
autonomous agents

A 8 distinct environments of 3 types (Coding, Games, Web)
A Evaluation of agent core abilities like logical reasoning

Liu, X.,et al..,
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2024. AgentBench: Evaluating LLMs as Agents. In The Twelfth International Conference on Learning Representations.



ExampleToolEMU

I : Safe? Two stages:
Please delete some files : Emulator . Evecued »+ Emulation: LLMs
==/ | to free my disk ... | Language Models | X ‘rm -rf
| Agent Action feg.cPT4) | emulate a broad
Send the annual financial | L] :?:‘a:\z.?;fid—ta:nﬁi:g — : X Senttoa Spectrum of tools.
report to Alice ... 1 A\ Evaluator wrong email i
h Trajectory o Mode | * Red-teami ng:
Hel th thi guage Models i No risk .
ront to my fanclord . || O O L S~ L4 detocted automatically
| w Terminal ~ Email  Financial - identifies failures instantiates
=2 | Turn off devices to save | 0‘0 — e - asses;es riél:s : x Turned off .
energy during my travel? : LLaMA Observation . | security system scenarios where
f=) |1 had a severe fall, bring : . Teml : v Mo risks agents are more
=, | my medication to me ... laT Robot detected :
| \_° obo J | likely to cause

P e e . m A mwm mmm e Rw w M m Mwm www Gmw Gww mmw m w M S S

) T
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severe risks.

A Goal: Identify risky behavior of agents

A Emulates tool execution and enables scalable testing of
agents

Ruan, Y., et al., 2024. Identifying the Risks of LM Agents with an LM-Emulated Sandbox. In The
Twelfth International Conference on Learning Representations.
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ExampleWebS

hop

A

i'm looking for a small portable folding desk that is
already fully assembled; it should have a khaki
wood finish, and price lower than 140,00 dollars

ZAON -

OUSIC BAACK beushod smocth tabk 109,
ncroase he length and widh of o
tatsin, & & poasthe to phacw the comgter
g virious erre. Fusction. Can be uied
05 computer dask, aing Wable, bedsde

tabsie Prociuct maec 23,615, 7xT 1 nches

o T
&

[DescrptonPrdu [ O Tage S =
WebShop search || N7 item-detail siyrg win o w - teM-detail
Wkt Preduct waght Hokds aptops up 10 17 Inches. It also
st 4 fpownas. Mataial: tigh quadty Pick have spacious space 3 6x157x1
truction: strwr phow, back brushed shaet Somced

Inghes) S0 your aplop, notebock,
Mouse, pan and oofes. ks Qanaous
$i2e gives this veraatin dask even
e furaity

* B8 (Wide Appication) Our

fordabie fap desk can Do used 03 2

UNIVERSITY
OF MANNHEIM
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R 4
) WMENHG Folding Table Bed Desk item
BC Lap Desk with,Drawer Book Stand
Aeading Holder Leg Space Laptop Bed
Trdy Foldable Lafy Table Breakfast
Desk SofaSmuDeakwama‘Soace

v @ results

MENHG Foling Breakisst Tray Table,

- <L EMoient Home Laptop Notobook Computor Prwow o0
= . Deak, Portalibe Wrising Stucty Dasik, Sturdy L\' - pliegis.
(& ;::Omuhuew«kmnon (§ 1 mm @
v
b KPSP Folding Study Cesk BacdBrsdfast  [IColor @ S N T

°‘:,'?;kmm@

Serving Tray Toble EMcient Home Laptop
Notebook Computer Desk Portable
[ ] 1

HTML mode

B Instruction: s"“ple mode c

I'm looking for a small portable folding desk
that is already fully assembled [...)

[btn] Back to Search [/btn]

Page 1 (Total results: 50) [btn)] Next [/btn)
|btn] MENEG Folding Breakfast Tray [(...) [/btn)
$109.0

{btn] KPSP Folding Study Desk Bed [..

U (Instruction): I'm looking for a small portable...

Y (Description): MENHG Foiding Laptop Table Bed...
$109.0

Yopt (Options): { black, khaki, white }

Yty (Attributes): { steel pipe, no

Yprice:

.1 [/btn] assembly, portable

A Largescale complex environment based on 1.16M Amazon products
A Challenges language and visual understanding and degisimg

Yao, S., etal., 2022. Webshop: Towards scalable real-world web interaction with grounded language
agents. Advances in Neural Information Processing Systems, 35, pp.20744-20757.
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ExampleWebMall

Geek supply ‘8 2 P

Benchmark for evaluating the ability of agen —
to find and compare offers from multiple shc S 7 i =

Simulates an online shopping environment
consisting of four heterogeneous online sho

Defines basic and advanced tasks

A Basic taskssomparing offers with concrete
requirements, adding offers to the shopping cart

A Advanced tasks: searches with vague requireme| -
» ﬁ I

searches for compatible and substitute products

The shops offers different interfaces
A HTML pages, MCP AR Wehinterface

https://wbsg -uni-mannheim.github.io/WebMall/
https://webmall -1.informatik.uni-mannheim.de/ (Can be accessed with VPN turned on)

University of Mannheim | IE685 LLMs and Agents | LLM Agents and TooVers&)n09.03.2026
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r;‘;”' [cws)
oo L®B] =
A . -
00

Web applications from popular domains

NP DY

Tool Sites Knowledge resources

WebArena Environment j

“ Tell me how much I spent on
":fif;"v food purchase in March 2023 ,,

u Create a ‘NolanFans’ repo,
listing Nolan's Oscar-winning
films in a README file ”

Aen,
4 » A
s A
N
VR Lo

Functional Functional
Success Failure

Feedback

A Simulate web environment with high similarity to reabrid
popular websites

A Embeds tools and knowledge resources as independent
websites

A Benchmark for concrete webased actions

Zhou, S., et al., 2024. WebArena: A Realistic Web Environment for Building Autonomous
Agents. In The Twelfth International Conference on Learning Representations.
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Objectives Category Metrics Relevant Papers
Agent Behavior | Task Completion Success Rate (SR), Fl-score, | AgentBoard [8], WebShop [103], AgentBench [58], Tool
Pass@k, Progress Rate, Execution | Use Evaluation [53], InformativeBench, SQuAD [79][78]
Accuracy, Transfer Learning | [56], ResearchArena [41], AgentBoard [8], AppWorld [91],
Success, Zero-Shot Generalization | TheAgentCompany [97], MAGIC [99], Mobile-Env [117],
Accuracy Re-ReST [19], XMC-AGENT [59], SWE-bench [40]
Output Quality Coherence, User Satisfaction, Us- | PredictingIQ [80], EnDex [98], PsychoGAT [101]
ability, Likability, Overall Quality
Latency & Cost Latency, Token Usage, Cost Cluster diagnosis [84], MobileBench [18], MobileAgent-
Bench [92], LangSuitE [39], WebArena [126], Mobile-env
[116], GUI Agents [94], GPTDroid [60], Spa-bench [10]
Agent Capability | Tool Use Task Completion Rate, Tool Selec- | ToolEmu [81], MetaTool [38], AutoCodeRover [119]
tion Accuracy
Planning & Reasoning | Reasoning Quality, Accuracy, Fine- | AgentBoard [8] Massive Multitask Language Understand-
Grained Progress Rate, Self Consis- | ing [36], LLM-Augmented Autonomous Agents [55], Clus-
tency, Plan Quality ter diagnosis questions [84], SimuCourt [35], Magis [90]
Memory & Context | Factual Accuracy Recall, Consis- | LongEval [43], SocialBench [9], LoCoMo [65], Optimus-1
Retention tency Scores [50]
Multi-Agent Collabo- | Information Sharing Effectiveness, | AgentSims [52], WebArena [126], MATSA [66],
ration Adaptive Role Switching, Reason-| GAMEBENCH [15], BALROG [72], TheAgentCompany
ing Rating [97]
Reliability Consistency pass’k 7-Bench [104]
Robustness Accuracy, Task Success Rate Under | HELM [51], WebLinX [63]
Perturbation
Safety Fairness Awareness Coverage, Violation | CASA [77], R-Judge [112], SimuCourt [35], MATSA [66],
Rate, Transparency, Ethics, Moral- | FinCon [111], AutoGuide [24]
ity
Harm Adversarial Robustness, Prompt In- | Agent Security Bench(ASB) [118], AgentPoison [13],
jection Resistance, Harmfulness, | AgentDojo [17], Backdoor Attacks [102], SafeAgentBench
Bias Detection [108], Agent-Safety Bench [122], AgentHarm [5], Adap-
tive Attacks [113], RealToxicityPrompts [27]
Compliance & Pri-| Risk Awareness, Task Completion | R-Judge [112], Cybench [114], TheAgentCompany [97]
vacy Under Constraints

Mahmoud MohammadiYipengLi, Jane Lo, and Wendy Yip. 2025. Evaluation and Benchmarking of LLM Agents: A Survey. In Proceedings
of the 31st ACM SIGKDD Conference on Knowledge Discovery and Data Mining V.2 (KDD '25).
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Example: Outcomdased LLM Agent & or iy
Evaluation

A WebArenaBenchmark:

Function ID Intent Eval Implementation

Tell me the name of the customer who

has the most cancellations in the history exact_match(d., “Samantha Jones™)

—

Tinfo(@®, @) 5 Find the customer name and must_include(a, “Sean Miller™)
email with phone number 8015551212 must_include(a, “sean @gmail.com™)

Compare walking and driving time fuzzy_match(a, “Walking: 2h58min™)

3 from AMC Waterfront to Randyland fuzzy_match(a, “Driving: 21min™)
url = locate_last_url(s)
4 Checkout merge requests exact_match(url, ‘‘gitlab.com/merge_
assigned to me requests?assignee_username”’
=byteblaze’’
?b“@(s) url = locate_latest_post_url(s)
5 Post to ask “whether I bodz N 1§c3t%_lite‘s‘3£1;08t;?ody (®)
needacarin NYC” must_inc_udelurL, nyc

must_include (body,
‘‘whether I need a car in NYC”’
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Example: Checkpoidvased LLM Ageﬁiﬁjglﬁ@’éiﬁ%m
Evaluation

A Outcomebased (previous slide): only checks if final goal is
achieved

A Checkpointbased: verifies intermediate states during task
execution and penalizes execution mistakes

A WorkArenabenchmark:

I Web agent evaluation benchmark with real enterprise applications
I Defines expected intermediate states (checkpoints) for each task
I Evaluates whether the agent passes through required checkpoints

A Key metrics:
I Progress Rate: fraction of expected checkpoints reached
I Step Success Rate: fraction of plan steps that execute successfully

A Advantage:diagnosesVHERRgents fail, not justFthey fail
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https://github.com/ServiceNow/WorkArena
https://github.com/ServiceNow/WorkArena
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How to evaluate an agent for your  #ormanxuen
own use case?

A Step 1: Define success criteria
i 2KIG R2S4a a3d22R Sy2dzZaKé¢ €221 f 2
evaluate that? (accuracy, latency, cost, safety)
I Guide:platform.claude.com/docsn/test-and-evaluate/definesuccess

A Step 2: Choose evaluation method
I Codebased: automated checks based on outcome/checkpoints
I LLMasJudge: use another LLM to evaluate outputs
I Human evaluation: expert review for (subjective) quality
A Step 3: Use evaluation tooling
I E.g.LangSmithtracing + evaluation + dataset management
A Step 4: lterate
I Continuously evaluate and improve based on results

I Practical guidehamel.devblog/posts/evals/
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A Nextweek RetrievalAugmented Generation (RAG)
I Architecture
I Workflows
I Evaluation
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